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Introduction

DZero started processing ~75TB (~500 million events) of raw data using P20 version of the binaries in February 2007.  P20 reprocessing took 4 months producing ~40 TB of output data.  This document describes various challenges and the lessons learned in using OSG resources during the P20 reprocessing activity for DZero.

Challenges and lessons learned

1. Ratio of input job files size versus size of binary files.

In past the binaries accounted for ~350MB while the input raw file accounted for ~1GB of data per batch job. This results in an overhead of 35% while processing one raw file per batch job. The ratio changed significantly in recent P20 reprocessing. The job files accounted for ~800MB while the input raw files was ~300MB on an average. This accounts for 266% overhead. Transferring 800MB of job files over the WAN to every batch job is considerable overhead and inefficient. To minimize the impact of this overhead, Samgrid team put together a complex data routing map. We took advantage of local SAM/SRM SE where ever possible. This limited the transfer of job files from WAN to LAN transfers. 

We recommend following options to reduce the overhead in future -

· Reduce the size of binaries used in the processing by cleaning up the non required files.

· Process multiple raw files per batch job.

· Use local SRM SE at OSG sites whenever possible.

2. Efficiency of running on native Samgrid sites versus Forwarding to OSG.

DZero job is successful if it registers and stores the output file in the SAM SE. The job could fail because of several reasons. Since all the jobs are identical, their failure mode is completely captured by their log file size. In Figure 3, we categorize different types of failures based on the log size. 
· Smaller ratio of input/job file size, directly contributed to the inefficiency factor. Several jobs used to timeout trying to fetch the required files from the SE. 
· Samgrid infrastructural failures and the DZero executable crashes also contributed to lower efficiency of running the jobs. 
· On OSG, we faced several types of failures when we started running Samgrid jobs. Some of these failures were but not restricted to -

· Improperly configured CE.

· Improperly configured cluster nodes.

· Scratch space not meeting OSG standards.

· Authentication/Authorization issues because of GUMS server crashes.

· Improperly configured SE.
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The initial phase of troubleshooting through these failures was difficult and time consuming. During the later stages of this activity we got help from the OSG troubleshooting group. Having the troubleshooting group in the picture during the initial phase of the activity would have shortened the debugging cycle. Figures 1 and 2 show the production and efficiency of jobs running on a native Samgrid site (at CCIN2P3) and that of running jobs on OSG sites via one of the Samgrid forwarding nodes. Support available from the OSG troubleshooting taskforce helped us improve the efficiency on OSG from ~45% to close to 70%. This is clearly visible from the log file size comparison done on March 27, 2007 and April 17, 2007. See figure 3.
3. Lack of Resource Selection Service resulting in inefficient utilization of the OSG resources.

Without a cluster-level resource selection service for OSG, keeping the right number of jobs in the resources all the time is a challenge. At times we had thousands of jobs submitted to a set of OSG clusters, thus over-utilizing them, while under-utilizing other resources at the same time. Over utilizing a site results in job timing out thus increasing the inefficiency of the overall system. If all the OSG CEs are configured to report to the OSG ReSS, we can make well informed decision of selecting the OSG resource to run the jobs. 

4. Lack of good monitoring service for OSG resources.

We found monitoring features provided by Monalisa very useful in getting a snapshot of the system. Being site-centric, using Monalisa we could quickly derive the number of running and idle jobs in the system. Submitters used this information to push more jobs into the sites. DZero had to develop tools to monitor the Condor-G view of the Grid. Having a suite of tools in OSG for VOs with similar interests would be useful
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Another type of monitoring services like Gratia, take VO-centric approach to determine the success and failure of the jobs. Job exist status does not fully represent failure or success. DZero jobs are successful if processed data makes it all the way back to SAM. OSG does not have good means/services for reporting such VO specific metrics. Enhancing Gratia to allow VO specific plug-in to measure the success of the jobs could be a solution. DZero had to develop a lot of in-house monitoring to overcome this shortage (via DZero-specific XML databases). 

5. Improved Ticketing System

In the initial phase of this activity, turn around time from GOC was considerably high. It used to take anywhere from couple of days to few days to get the issues resolved through GOC. As an alternative, DZero found it more time efficient to take on the issues with the local site contacts. Although this mechanism worked, it is not scalable.

6. Wider availability of SRM storages on the OSG

Sites often offer NFS-like (POSIX) storages, but the lack of built-in load protection makes them dangerous to use. DZero had a good experience with new products on the market (Pansas at LONI). These systems are costly and not wide spread solutions. SRM storages would be a valuable alternative. However, even sites that provide them, have very little expertise today for support. This may get better with the OSG storage extension work.

7. Increased system maintenance

To complete the P20 reprocessing activity in the given time frame, DZero increased the production rate on OSG clusters by an order of magnitude. From February to May, at a given point of time, one could see 1200+ DZero jobs running at various OSG sites. It was typical to see 1500+ jobs idle at the same time. Supporting the increased level of production required constant monitoring of disk, storages on key machines like the forwarding nodes, durable storages and SAM caches. We need to automate these tasks as much as possible to make the system easily maintainable and scalable. 
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Figure 3(a):Log file size analysis on 03/27/2007�
Figure 3 (b): Log file size analysis on 04/17/2007�
�



Color       Range           Meaning


blue          0-8k             Worker node incompatibility, Lost standard output, OSG no assign


aqua        8k-25k          Forwarding node crash, service failure, could not start bootstrap executable.


pink         25k-80k        SAM problem. Could not get RTE, possibly raw files


red          80k-160k      SAM problem. Could not get raw files, possibly RTE


gray        160k-250k   Possible D0 runtime crash


green      >250k          OK


Figure 3: Success/failure analysis based on the log file size for jobs
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Figure 1(a): Number of jobs started/failed/succeeded on native Samgrid site (CCIN2P3)�
Figure 1(b): Number of jobs started/failed/succeeded on OSG through Samgrid Forwarding node( d0srv047.fnal.gov)�
�



Figure 1: Production on native Samgrid and on OSG sites
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Figure 2(a): Efficiency on native Samgrid site (CCIN2P3)�
Figure 2(b): Efficiency on OSG through Samgrid Forwarding node( d0srv047.fnal.gov)�
�



Figure 2: Comparison of efficiency on native Samgrid and on OSG sites
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